CS 380 - GPU and GPGPU Programming
Lecture 6: GPU Architecture, Pt. 3
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Reading Assignment #3 (until Sep 20)

Read (required):
* Programming Massively Parallel Processors book, Chapter 1 (/Introduction)
* Programming Massively Parallel Processors book, Chapter 2 (History of GPU Comp.)
* OpenGL 4 Shading Language Cookbook, Chapter 2

* OpenGL Shading Language 4.6 specification: Chapter 2
https://www.khronos.org/registry/OpenGL/specs/gl/GLSLangSpec.4.60.pdf

* Download OpenGL 4.6 specification
https://www.khronos.org/registry/OpenGL/specs/gl/glspec46.core.pdf

Read (optional):
* GLSL (orange) book, Chapter 7 (OpenGL Shading Language API)
» OpenGL 4 Shading Language Cookbook, Chapter 1



Interlude: Instruction Pipelining

Most basic way to exploit instruction-level parallelism (ILP)

Problem: hazards (different solutions: bubbles, ...)
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Markus Hadwiger, KAUST



Where this is going...

Summary: three key ideas for high-throughput execution

1. Use many “slimmed down cores,” run them in parallel

2. Pack cores full of ALUs (by sharing instruction stream overhead across
groups of fragments)

— Option 1: Explicit SIMD vector instructions
— Option 2: Implicit sharing managed by hardware

3. Avoid latency stalls by interleaving execution of many groups of fragments
— When one group stalls, work on another group

Kayvon Fatahalian, Graphics and Imaging Architectures {CMU 15-869, Fall 2011)




What's in a GPU?

HW
or
SW?

Heterogeneous chip multi-processor (highly tuned for graphics)

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/



Compile shader

1 unshaded fragment input record D

sampler mySamp;

Texture2D<float3> myTex;
float3 lightDir;

mul r3,

float4 diffuseShader(float3 norm, float2 uv) madd r3,

{

clmp r3,

float3 kd;

mul 00,
kd = myTex.Sample(mySamp, uv); mul ol,
kd *= clamp ( dot(lightDir, norm), 0.0, 1.0); mul o2,
return float4(kd, 1.0); mov 03,

vo,
vl,
v2,
r3,
ro,
rl,

r2,

1(1.

!

<diffuseShader>:

sample ro, v4, to, so

cbo[0]

cbo[1], r3
cbo[2], r3
1(e.0), 1(1.0)
r3

r3

r3

9)

!

1 shaded fragment output record ZJ



Execute shader

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/

]
!

<diffuseShader>:

sample ro, v4, to, so

mul
madd
madd
clmp
mul
mul
mul

mov

r3,
r3,
r3,
r3,
00,
ol,
o2,

o3,

vo, cbo[0]

vli, cbe[1], r3

v2, cbe[2], r3

r3, 1(0.0), 1(1.0)
ro, r3

ri, r3

r2, r3

1(1.0)

!
il



Idea #1: Slim down

ALU

(Execute)

==

dea #1:

Remove components that
nelp a single instruction
stream run fast

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/




Two cores (two fragments in parallel)

fragment 1 fragment 2

] ]
! !

<diffuseShader>: <diffuseShader>:

sample ro, v4, to, so sample ro, v4, t0, s@
mul r3, vo, cbo[e@]

madd r3, vi, cbe[1], r3
madd r3, v2, cbe[2], r3
clmp r3, r3, 1(0.0), 1(1.0)
mul 00, re, r3

mul r3, vo, cbo[0]

madd r3, vi, cbe[1], r3
madd r3, v2, cbe[2], r3
clmp r3, r3, 1(0.0), 1(1.0)
mul 00, re, r3

mul o1, ri, r3 mul o1, ri, r3

mul o2, r2, r3 mul o2, r2, r3

mov 03, 1(1.0)

!
O

mov o3, 1(1.0)

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/ 9



Four cores (four fragments in parallel)

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/
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Sixteen cores

(sixteen fragments in parallel)
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16 cores = 16 simultaneous instruction streams

11



Instruction stream sharing

But... many fragments should
be able to share an instruction

«0
«0
«0
«0

A ¥ nd A

® 6 @ 0 stream!

da da da da <diffuseShader>:
4 2 4 4

sample ro, v4, to, so
mul r3, vO, cbo[0]

De
De
B
Be

madd r3, vi, cbe[1], r3
madd r3, v2, cbe[2], r3

clmp r3, r3, 1(0.0), 1(1.0)

«0
«0
«0
«0

mul o006, ro, r3

mul o1, ri, r3

é] ‘ ; é] mul o2, r2, r3
mov o3, 1(1.0)

O O O O

4 2 4 4

Oe
Ne
De
Qe



Idea #2: Add ALUs

ALUT| | ALU2 | | ALU3 | | ALU 4

ALUS5 | | ALUG | [ ALUT7 | | ALU 8

Corfl o] cof e

corf| o cef|
_ Shared Ctx Data

|dea #2:

Amortize cost/complexity of
managing an instruction
stream across many ALUs

SIMD processing

(or SIMT, SPMD)

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/ 13



Modifying the shader

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/

<diffuseShader>:

sample ro, v4, to, so

mul
madd
madd
clmp
mul
mul
mul

mov

r3,
r3,
r3,
r3,
00,
o1,
02,

o3,

vo,
vl,
v2,
r3,
ro,
ri,

r2,

1(1.

Processes one fragment
using scalar ops on scalar registers

cbo[0]

cbo[1], r3
cbo[2], r3
1(0.0), 1(1.0)
r3

r3

r3

9)

Original compiled shader:

14



Modifying the shader

seShader>:

e vec_ro, vec_v4, to, vec_so

VEC8_mul 2c_r3, vec_veo, cbo[o]

% E E % VEC8_mov vec_o3, 1(1.0)

% % % E New compiled shader:
Processes 8 fragments
: using “vector ops” on “vector registers”

(Caveat: This does NOT mean there are actual
vector instructions or cores! See later slide.)

VEC8_madd vec_r3, vec_vl, cbo[1], vec_r3
VEC8_madd vec_r3, vec_v2, cb@[2], vec_r3
VEC8_clmp vec_r3, vec_r3, 1(0.0), 1(1.0)

VEC8_mul 2c_00, vec_ro, vec_r3
VEC8_mul 2c_ol, vec_ril, vec_r3

VEC8_mul 2c_02, vec_r2, vec_r3

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/ 15



Modifying the shader

ALUT| | ALU2 | | ALU3 | | ALU 4

ALUS5 | | ALUG | [ ALUT7 | | ALU 8

Corfl o el

coef| o cef|
_ Shared Ctx Data

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/

<VEC8_diffuseShader>:

VEC8_sample vec_ro, vec_v4, to, vec_sO
VEC8_mul vec_r3, vec_vO, cbo[9]
VEC8_madd vec_r3, vec_vl, cbo[1], vec_r3
VEC8_madd vec_r3, vec_v2, cbo[2], vec_r3
VEC8_clmp vec_r3, vec_r3, 1(0.0), 1(1.9)
VEC8_mul vec_o@, vec_ro, vec_r3
VEC8_mul vec_ol, vec_ril, vec_r3
VEC8_mul vec_o2, vec_r2, vec_r3

VEC8_mov vec_o3, 1(1.0)

!
L J
vV

N

|III| I!II'
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128 fragments in parallel

0000 0000 O000o 00ooo
0000 0000 0000 0000
d d nd  d
4 4 4 4
Cett OCaGE 0666 6e00
G880 O08EE 6060 oeed
0000 00d0 0000 0000
0000 0000 O00oo 0o0oo
4 4  d  d
4 4 4 4
Cett OCaGE 066G oo
Geed 086G 6660 eeed
0000 0000 O000c 0ooo
0000 0000 O00oo 0o0oo
4 4 3 n
4 4 4 4
Cett OCaGE 066G G006
G880 O0EGE 6060 eeeo
0000 00d0 0000 0000
0000 0000 o00oo 000o
d d nd  d
4 4 4 4
Cett OCaGE 066G G0
G220 086G 6660 eeeo

o

i

o

i

16 cores = 128 ALUs

= 16 simultaneous instruction streams

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/
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vertices / fragments

primitives
1 28 [ CUDA threads
OpenCL work items

compute shader threads

0000 0000 soaas
0000 0000 ooes  RRRR

d n .

L 4

oo
°
°
°
°

oo

oo

3

oo
O
0
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O

SIGGRAPH 2009: Beyond Programmable Shading:

] In parallel

primitives
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fragments
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Clarification

SIMD processing does not imply SIMD instructions

« Option 1: Explicit vector instructions
— Intel/AMD x86 SSE, Intel Larrabee
« Option 2: Scalar instructions, implicit HW vectorization

— HW determines instruction stream sharing across ALUs
(amount of sharing hidden from software)

— NVIDIA GeForce (“SIMT" warps), AMD Radeon architectures

[ ] [ ] [ ]
OOoOO I ]
([ 50 o o o 5

BHS HHEEEH B

In practice: 16 to 64 fragments share an instruction stream




But what about branches?

DEOO000E

(clocks) ALU1TALUZ2 ... ... ALU S8

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/

<unconditional
shader code>

if (x > 90) {
y = pow(x, exp);
y *= Ks;
refl = y + Ka;
} else {
X = 0;
refl = Ka;
}

<resume unconditional
shader code>

20



But what about branches?

DEOO000E

(clocks) ALU 1T ALUZ2 ... ... ALU S8

<unconditional
shader code>

ECEORe

y = pow(x, exp);

y *= Ks;

refl = y + Ka;
} else {

X = 0;

refl = Ka;
}

<resume unconditional
shader code>

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/



But what about branches?

DEOO000E

(clocks) ALU 1T ALUZ2 ... ... ALU S8

Not all ALUs do useful work!
Worst case: 1/8
performance

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/

<unconditional
shader code>

if (x > 9) {

else

X = 0;

refl = Ka;

¥

<resume unconditional
shader code>

22



But what about branches?

DEOO000E

(clocks) ALU 1T ALUZ2 ... ... ALU S8

<unconditional
shader code>

if (x > 9) {
else
X = 0;
. refl = Ka;
J

<resume unconditional
shader code>

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/



Next Problem: Stalls!

Stalls occur when a core cannot run the next
iInstruction because of a dependency on a previous
operation.

Texture access latency = 100's to 1000's of cycles

We've removed the fancy caches and logic that helps avoid
stalls.



Idea #3: Interleave execution of groups

But we have LOTS of independent fragments.

|dea #3:

Interleave processing of many fragments on a single core
to avoid stalls caused by high latency operations.



Idea #3: Store multiple group contexts

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/
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Hiding shader stalls

Time Frag1...8
(clocks) [

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/
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Hiding shader stalls

Time Frag1..8 Frag 9.. 16 Frag 17 ... 24 Frag 25 ... 32
(clocks) COoOOoOOOOO OCOOo0O0O0OO 00000000 O0O000000

ALU | ALU || ALU || ALU

ALU || ALU (| ALU || ALU

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/ 28



Hiding shader stalls

Time Frag1..8 Frag 9.. 16 Frag 17 ... 24
(clocks) o o i o o [ o o Y oooooooo

Stall

Runnable

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/

Frag 25 ... 32
Oooooooo
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Hiding shader stalls

Time Frag1..8 Frag 9.. 16 Frag 17 ... 24
(clocks) o o i o o [ o o Y oooooooo

StaIIF

Runnable

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/

Frag 25 ... 32
Oooooooo
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Hiding shader stalls

Time Frag1..8 Frag 9.. 16 Frag 17 ... 24
(clocks) oooooooo oooooooo o o Y [

Frag 25 ... 32
Oooooooo

o

o

o

ble

R
SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/
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Throughput!

Time
(clocks)

Frag1..8

Runnable

Frag 9... 16
(o o o o o [

Start

Runnable

Done!

Increase run time of one group
To maximum throughput of many groups

Frag 17 ... 24
(o

Start

Stall

Runnable

Done!

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/

Frag 25 ... 32
Oooooooo

Start

Runnable

32



Storing contexts

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/
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34

(maximal latency hiding ability)
ALU
ALU

ALU
ALU

ALU
ALU

ALU
ALU

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/

Twenty small contexts



Twelve medium contexts

01

]

ALU

ALU

ALU

ALU

[ ]

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/
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Four large contexts

(low latency hiding ability)

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/
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My chip!

16 cores

8 mul-add ALUs per core
(128 total)

16 simultaneous
instruction streams

64 concurrent (but interleaved)
instruction streams

512 concurrent fragments

= 256 GFLOPs (@ 1GHz)

1 | |
o [

EE

FE

EEEE]
| | | -

0 o | |
I [

FE

FHES

| | |
I:Il:ll:ll:l

.

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/
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My “enthusiast” chip!

00000000 || Oooooooo 00000000 || Oooooooo 00000000 || O0O0ooooo 00000000 (| Oooooodq
Oooooooo ooo Oooooooo 00000000 (| Ooooboooo 00000000 (| Oooooooo

ELE
o

Oooooooo
oooooooo

Ooooooog
oooooooo

ooooooog 00000000 (| OO0O0o0ooo 00000000 (| OoOoooo0q
Oooooooo 00000000 || OoOoooooo 00000000 || O0oOooooo

EE
El

Oooooooo
oooooooo

Oooooooo
oooooooo

Ooooooog
oooooooo

32 cores, 16 ALUs per core (512 total) = 1 TFLOP (@ 1 GHz)

SIGGRAPH 2009: Beyond Programmable Shading: http://s09.idav.ucdavis.edu/
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Summary: three key ideas for high-throughput execution

1. Use many “slimmed down cores,” run them in parallel

2. Pack cores full of ALUs (by sharing instruction stream overhead across
groups of fragments)

— Option 1: Explicit SIMD vector instructions
— Option 2: Implicit sharing managed by hardware

3. Avoid latency stalls by interleaving execution of many groups of fragments
— When one group stalls, work on another group

Kayvon Fatahalian, Graphics and Imaging Architectures {CMU 15-869, Fall 2011)




Thank you.




